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ABSTRACT

   To assess the feasibility of the parallel implementation of AI search algorithms on a multiple PC workstation cluster, we consider an interesting algorithm that combines 2 types of search techniques. This hybrid Artificial Intelligence (AI) approach combines soft AI techniques (neural networks) and hard AI methods (alpha-beta game tree search). To test the algorithm, an application from games technology is used to approximate human play more accurately. The program is tested and analysed by playing against another program and it is shown that the use of hard AI enhances the performance of the soft AI system and vice-versa.

INTRODUCTION
   This paper investigates the possible parallel implementation of search algorithms that combine hard and soft Artificial Intelligence (AI) techniques and the application of such a combination to games. In the present paper we explore an idea inspired by human modes of thought. We attempt to combine neural network techniques and traditional game tree search with some degree of success, allowing experienced based move selection to be used with rigorous analysis in an efficient and effective way.

   The game of Go is a popular oriental board game. It is a relatively simple game, the complexity of which emerges as you become familiar with the ideas presented. A comparison with Chess is often made, as these are both board-based games of zero-chance [1]. The rules are simpler in Go, however the board is larger and due to the unrestrictive nature of the rules there are many more moves available for the Go player to consider. The game is played on a board, which has a grid of 19x19 intersections. Two players, black and white, take turns to place a single stone of their own colour on any unoccupied intersection, with the aim of surrounding as much territory (empty intersections) as possible. A player can pass at any turn, effectively giving one point to his opponent, instead of placing a stone. A player may also increase their score by capturing their opponents stones. A stone is captured when all of the stone’s empty adjacent intersection are removed. These empty adjacent intersections are known as liberties and maybe shared between stones that are directly adjacent. Stones connected in such a way will live or die together. Placing a stone in a position where it immediately has no liberties is suicide and is illegal unless it is to capture some opponent’s stones, in which case the suiciding stone is left on the board uncaptured. The end of the game is usually reached by mutual agreement between the players, when they both pass consecutively. Stones that are effectively dead are removed as if captured and territory points are then totalled up and the winner declared.

   There are two popular methods of scoring, Japanese and Chinese, which differ only in the way territory, captured stones and stones remaining on the board are used to calculate the final score. The difference between black and white’s scores is nearly always the same whichever method is used.

CURRENT RESEARCH

   Neural Networks: The inspiration behind the neural network idea is the simulation of neurons in a biological brain. Biological neurons receive stimulus signals from other neurons and when a certain activation level is reached the neuron fires signals to all the other connecting neurons. The change in the strength of the connections is dynamic and it is this particular feature that means networks of neurons simulated on a computer can be trained to recognise patterns of input and give appropriate patterns of output [2].

   Hard And Soft AI: For the purposes of this project it is necessary to define two ideas to allow us to discuss the hybrid approach used. Hard AI refers to the more traditional artificial intelligence techniques such as the various tree search methods. The term ‘hard’ is used to emphasise the predictable and exact nature of such methods. Soft AI techniques on the other hand deals with methods that rely on statistical processes and may produce results with a probabilistic interpretation. This is one of the benefits of these methods since often in real life problems there is not a single 100% correct answer to be found. Methods in this category include neural networks and other machine learning processes.

A COMBINED APPROACH

   The foundation idea for this project was to use a neural network (NN) to suggest plausible moves and then pass these to a game tree analyser to search the moves using a traditional game tree search method. The use of a NN for selecting possible moves should be fast and also allows the opportunity to expand the NNs knowledge in an automated fashion.  The NN would also be used to suggest moves at each node expansion within a game tree search, thus allowing every opportunity for the two techniques to work together.

SOFTWARE/HARDWARE DEVELOPMENT

   The game tree search algorithm chosen was a version of the classic Minimax search with alpha-beta pruning called MTD(f) [8]. Several enhancements to the algorithm were added to make it as efficient as possible, including best-move first, enhanced transposition cutoffs and an iterative deepening framework [10]. The node expansion mechanism used neural networks to suggest plausible moves from the given position at each stage in the game tree. A simple evaluation function was used at terminal nodes that simply counted the number of liberties each side had, and so the aim was to reduce the opponents liberties whilst increasing your own. In the future it is intended to look at the successful Temporal Difference method for training a neural network evaluation function for the game tree search [9]. Several networks were developed and trained. A 3-layer architecture was used for all the networks and the back-propagation training algorithm was used. 


   The initial architecture was a 3-layer network consisting of 25 neurons for the input layer, 10 for the hidden layer and 1 for the output layer. The 25 neurons of the input layer would map directly onto a 5 by 5 section of a Go board. The idea was to train a network so that all the legal moves possible in a particular board position could be fed into the network one at a time, incorporating a 5 by 5 area of board around the potential move and that the neural net would output a plausibility value for the given move, approximating a degree to which it is worth considering the move further. The move with the highest plausibility would then be chosen, or better still, several of the highest plausible moves would be taken and fed into an alpha-beta minimax search to investigate the moves impact on the future of the game. In the end a network that took 9 by 9 sections of the board turned out to be the most useful and the best comprise between keeping the training speed and time low and the quality of results.

   The training data for the networks was extracted from a collection of professional tournament games in SGF format acquired from the Internet [11]. A training database generator then dissected these files into input/output pairs that could be fed directly into the neural network training algorithm. For each move the board position was analysed to produce several input/output training pairs. For every legal move in the board position an input matrix was generated that represented an n-by-n area centred on the move. It was determined whether the move was played up to 6 moves in the future and if so an output value was associated with it that started at 1.0 for the move occurring next turn, down to 0.2 for it occurring 6 moves in the future. If the move did not occur within 6 moves it was relegated to a set of unlikely moves and an output of 0 was connected to it. At the end 6 unlikely moves were randomly chosen and stored in the database with the 6 likely moves to balance the networks training. The first type of network, which took areas of the board centred on potential moves as mentioned above, was used to expand nodes within the minimax game tree search. The second network developed was used to narrow down an area of the board to concentrate on. This was termed the Area Finder network and, when fed the entire current board, was designed to indicate a single ninth of the board from which all legal moves would be considered by the first network and the top six moves would be passed to the game tree search. A couple of experimental networks were trained to concentrate on learning the best opening plays. 

PARALLEL IMPLEMENTATION 

   It is immediately clear that several parts of the system would benefit from a parallel implementation, which may form part of future research. The training of the networks took a great deal of time, in the case of the 9x9 network it took 2 months to train to its full potential given the training data set. This would be ideal to apply parallel techniques to. Also the actual game tree search was greatly restricted because of available resources. The algorithm MTD(f) itself is easily adaptable to a parallel implementation according to the author, which would allow deeper searches and perhaps more of the neural networks suggestions to be considered rather than just the top six scoring moves, please see figure 1 for implementation details.

RESULTS

   To assess and compare the quality of the neural networks and different configurations involving either or both soft and hard AI two approaches were taken. The first method was used to determine the extent and level of training achieved by the neural networks. Several measures were used and information gathered about 6 different networks is displayed in table 1. The statistics were collected as each network played through the same professional game; the average rank of the actual move played in the recorded game within all the moves considered by the neural networks was recorded. To give a more detailed look at the quality of the moves being selected the percentage of time that the actual move was ranked in certain percentiles was also noted, for example for the 5x5 network the actual move was ranked in the top 10% of moves 19.2% of the time and was ranked in the 20% of moves 36% of the time. For comparison sakes a newly created, hence untrained, network was tested also, so we should expect, if training has worked at all, that the new network should have the lowest scores. The best performing network appears to be the 5x5 with the actual move being ranked in the top 30% of moves just over half of the time. Comparing all of these figures to the random 9x9 network shows that they all improved after training. The ‘copy of 9x9’ network was an earlier version of the current 9x9 and has much better figures. This does suggest rather strongly that the current 9x9 has been over trained and the quality of its output has been degraded as a result. 

   With the second quality measure various configurations were used to play proper games of Go against GNUGo 26b [6]. The results are presented in table 2. The program played black but it had a few technical problems. It did not have any method to decide when to pass, so a game would continue until GNUGo passed or until a crash occurred and it had no knowledge of Ko amongst other things. Games that did not complete normally, for instance ended in a program crash, are marked in the table by ‘*NC’, not completed. At the end of the game the board was scored by Jago, which functioned as arbiter between the programs [7]. The first thing to note is that where the alpha-beta algorithm was included the score gap has been considerably narrowed. This would imply an overall improvement thanks to the lookahead facilities provided by the alpha-beta routine. This means that from these results we can see that the soft AI, neural networks, benefits from using hard AI techniques, alpha-beta, but we cannot be certain vice versa. It is possible that the neural networks may actually hinder the optimum play of the alpha-beta routine although this seems unlikely. What more we can tell is that the addition of the Area Finder not only gives a speed advantage but also increases the quality of suggestions.

	Neural Network
	Average Time Per Move(s)
	Percentage of time that actual move is in top n percent

	
	
	10%
	20%
	30%
	40%
	50%

	5x5
	0.576
	19.2%
	36%
	50.4%
	59.2%
	64.8%

	7x7
	0.736
	16.8%
	29.6%
	41.6%
	60%
	65.6%

	9x9
	0.936
	12%
	30.4%
	39.2%
	52.8%
	64%

	Copy of 9x9
	0.912
	18.4%
	34.4%
	47.2%
	56%
	68.8%

	11x11
	1.256
	9.6%
	19.2%
	30.4%
	35.2%
	44%

	13x13
	1.664
	18.4%
	28%
	36%
	51.2%
	61.6%

	Random 9x9
	0.824
	4.8%
	20.8%
	28.8%
	35.2%
	44.8%


Table 1 – Network Performance Statistics

	Configuration
	Game Score (we play black),

(J= Japanese, C= Chinese)

	1. 9x9 Neural Network
	J: B-8, W-49

C: B-106, W-146

	2. 9x9 Neural Network + Area Finder
	J: B-3, W-21

C: B-54, W-71

	3. Alpha-Beta (Liberty Count)
	J: B-9, W-12

C: B-35, W-38    * NC

	4. 9x9 Neural Network

 + Alpha-Beta (Liberty Count)
	J: B-9, W-25

C: B-107, W-124

	5. 9x9 Neural Network

  + Alpha-Beta (Liberty Count)

  +Area Finder
	J: B-7, W-18

C: B-55, W-66


Table 2 – Game Scores

All these results show that soft AI has something to offer the problem area of Go, the limitations and extent of which require further investigation, however we have made some connections, various ideas have been tried and tested and a system that can support further research has been developed and implemented. More than anything else I think, questions have been raised and pointers for promising future investigations have been found. Amongst these is the question of how to combine soft and hard AI appropriately and if it is possible to create a general method to do so that could apply across a variety of problem domains. There could be any number of ways to combine soft and hard AI. The trick is to do it in such a way as to maximise the strengths of each and minimise the weaknesses. If in doing so the combination is greater than the parts then the job is a success. From the results it seems clear that hard AI benefits soft AI and it is a pity the reverse cannot be concretely induced from the results collected but it would be reasonable to assume so.

CONCLUSIONS AND FUTURE WORK

   Many ideas cropped up throughout this project and given time and appropriate attention there are lots of avenues of research that warrant further investigation. The game of Go is such an expansive problem that there are many places where the system could be improved and alternative approaches could be taken. Amongst the best ideas that were considered are using various grain networks, how to combine them and which to use, limited range networks which tend to specialisation and of course other methods of combining various types of soft and hard AI. There could be any number of ways to combine soft and hard AI. The trick is to do it in such a way as to maximise the strengths of each and minimise the weaknesses. Go is an excellent environment that provides many opportunities for developing knowledge, not just of artificial intelligence and how to use it, but also of human intelligence and how the two compare, and it may also provide some impetus for the acceleration of development of soft AI techniques such as neural networks and other machine learning processes.  For instance the game of Go requires that a human player use many identifiable problem-solving techniques such as pattern matching, planning, prediction of state sequences and relating classes of position to tactical solutions. It is also necessary for the player to employ less cut and dry methods such as global strategy and intuition. If any of these ideas can be captured within a Go playing program the techniques developed to do so in this noiseless and well-defined environment should be transferable to real-world domains with some careful consideration
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(for each client 1 to NC (number of clients) send: initial values of state variables, program to execute arithmetic operations for a  segment (N/NC arithmetic operations unique to each client)).





Iterate:


1. clients execute their  programs on their allotted part of the derivative vector.


2. clients produce their individual results and send back to server.


3. Server puts results together to form the updated state variables x, x', x'', x''', x'''' etc.


5. update the parameter values.





Figure 1:  The Client Server model to execute the search algorithm.
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